
down-the-dem
Demote the numbers. Keep the network.

Charts below are checked in under report/.  PDF showcase: report/down-the-dem.pdf.  Regenerate
with ./run.sh && ./plot_report.sh && ./make_pdf.sh. Tables: report/REPORT.md.

What this is

down-the-dem is a Welvet showcase harness, not a model zoo.

It  builds  the  same Dense  volumetric  network  over  and  over  -  5  Dense  layers  per  spatial  cell  on
cubes 13 / 23 / 33 - and only changes how numbers are stored and trained:

1.  Numerical  demotion  (dtype)  -  FormatNone  weight  storage  from  wide  types  (complex128,
float64, …) down to 1-bit (binary), with in-dtype SGD and no retained float32 master.
2.  Packed  quantization  (quant)  -  block  packs  (Q8_0,  Q4_0,  Q5_K,  BinaryPacked,  …).  Train  keeps
Packed as truth: unpack -> update -> re-Pack.
3.  Cross-numeric  permutations  (perm)  -  every  weight  dtype  x  every  activation  Go  Numeric  host
(float32, int8, uint16, …). Storage type and activation host are independent axes.

Usual  stacks  quietly  keep  a  float32  "truth"  copy  and  only  cast  for  matmul.  This  showcase  is
evidence  that  Welvet  can  treat  the  narrow/packed  form  as  the  real  weight  state  and  still  run
forward, backward, and train.

Checked-in census: 1,692 OK cells = 102 dtype + 60 quant + 1,530 perm (34 x 15 x 3).

What this all means

If you see… It means…

Payload charts falling with bits Demotion is real storage — Welvet is not just labeli
ng float32 as “int4”.

Train time not falling as cleanly Narrower weights are a **size** win first; unpack / 
wide accumulate can dominate step time.

JSON/ENTITY “tax” rising Export formats still carry structure; tiny weights ≠
 always tiny files.

dtype vs quant side-by-side Same-ish bit labels, **different mechanisms** — don’
t equate `none/float16` with `Q4_0`.

Full perm heatmap all OK Cross-numeric train works across the matrix, not onl
y the matched diagonal.

Headline (3x3x3 dtype): complex128 -> binary cuts weight payload roughly x0.008 (~8.4 MiB ->
~68 KiB). Train time barely moves (~x0.83). Ship smaller; don't assume free speed.
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none/float16  is  not  an  fp32  master  -  it  is  FormatNone  +  float16  storage.  Activations  use  Go
Numeric  hosts  (Tensor[T]);  sub-byte  weight  types  pair  with  the  nearest  host  when  needed  (e.g.
int4 weights x int8 acts on the dtype ladder). On the perm axis, every host is tried explicitly.

The three axes

Axis Meaning Train story

**dtype** (`FormatNone`) Native numerical bytes (`float16`,
 `int4`, `binary`, …)

In-dtype SGD — no retained f32 mas
ter

**quant** (packed) Block packs (`Q4_0`, `Q5_K`, `Bina
ryPacked`, …)

Unpack → update → re-Pack

**perm** Weight dtype × activation Go `Nume
ric` host

Full cross-numeric train matrix

Showcase - FormatNone dtype ladder

Payload size falls with bits

Weights, JSON export, and ENTITY blob all track the demotion order (wide -> narrow). This is the
core claim: Welvet really stores the narrow type.

dtype size vs bits

The demotion curve (bits -> KiB)

Same data as a scatter: nominal bit width on X, measured weight KiB on Y (log). Landmarks call
out complex128, float32, float16, int4, binary.

2



dtype scatter bits size

Compression vs float32

Every  dtype's  weight  bytes  divided  by  float32  (log).  Anything  under  1.0  is  a  real  shrink  vs  the
usual 32-bit baseline; complex128 sits above.

dtype compression ratio

Theory vs measured buffers

Bit-math  "theory"  size  vs  the  buffer  Welvet  actually  allocated.  Gaps  mean  packing  headers,
alignment,  or  bookkeeping  -  useful  when  sub-byte  types  don't  hit  the  naive  elements  x  bits  /  8
floor.
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dtype theory vs actual

Serialization tax

JSON and ENTITY as multiples of raw weight bytes. Narrow weights can look "small" on disk while
export formats still pay text/structure overhead - the tax often rises as weights shrink.

dtype serialization tax

Heap vs weights

Runtime heap delta vs stored weight payload. Shows whether demotion frees process memory or
only the on-wire weight buffer.
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dtype heap vs weights

Showcase - timing (dtype)

fwd / bwd / train along the ladder

Smaller storage does not guarantee faster steps. MatVec still accumulates wide; exotic lanes and
host pairing dominate some points.

dtype train vs bits

Relative train cost vs float32

Same  ladder  normalized  so  float32  =  1.0.  Easy  way  to  spot  which  demotions  are  "free-ish"  vs
tax-heavy.
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dtype relative train

Phase breakdown

Sampled dtypes with stacked fwd + bwd bars and a train marker. If train sits far above the stack,
the step is paying update / conversion work beyond the two timed passes.

dtype phase breakdown

Pareto - size vs train time

Each point is a dtype: X = weight KiB (log), Y = train ms, color = bits. Down-left is better (small
and fast). This is the tradeoff chart - demotion that only moves left still wins for shipping payloads.
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dtype pareto

Grid scale (float32 reference)

Same float32 Dense stack  on 13 /  23 /  33.  Cells  (and Dense count)  grow cubically;  weights  and
train follow. Use this to sanity-check that the ladder above isn't a toy size artifact.

dtype grid scale

7



Showcase - packed quant ladder

Packed  formats  are  a  different  axis:  float32  source  ->  Pack;  training  keeps  Packed  as  truth
(scratch unpack -> SGD -> re-Pack). Do not read a Q4_0 row as "the same thing as none/float16."

Payload demotion
quant size vs bits

Bits -> KiB scatter
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quant scatter bits size

Compression vs Q8_0
quant compression ratio

Theory vs measured

Block headers and padding show up here - packed "4-bit" is rarely a pure n/2 byte buffer.
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quant theory vs actual

Serialization tax
quant serialization tax

Heap vs weights
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quant heap vs weights

Timing ladder

Unpack / re-Pack can erase bit-width wins. Watch for train times that go up as packs get narrower.

quant train vs bits

Relative train vs Q8_0
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quant relative train

Phase breakdown
quant phase breakdown

Pareto
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quant pareto

Grid scale (Q4_0 reference)
quant grid scale
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Showcase - dtype vs quant (don't mix the stories)

Same-ish bit budget, two mechanisms

Paired  bars:  float32  vs  Q8_0,  float16  vs  Q4_0,  int8  vs  Q4_0,  binary  vs  BinaryPacked.  Left  =
payload,  right  =  train.  Native  FormatNone  and  packed  quant  are  different  train  stories  even  at
similar bit labels.

dtype vs quant

Bit-bucket medians

Median weight KiB at each nominal bit width, dtype vs quant side by side. Shows how the two axes
land when you only ask "how many bits?"

bits bucket compare
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Showcase - full permutational matrix (weight x act)

Every FormatNone weight dtype x every Go Numeric activation host, on cubes 13 / 23 / 33 - 34 x
15 x 3 = 1,530 train cells. Default -mode all includes this pass (same as -mode full).

Each  cell  is  an  independent  pair,  e.g.  int4  weights  x  int8  acts.  There  is  no  Tensor[int4]  host  -
sub-byte types live on the weight axis only.

Train-time heatmap (13 slice)

Rows = weight dtype, columns = activation host. Color = train ms. This is the cross-numeric claim:
storage dtype perp act host, and the whole matrix trains.
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perm train heatmap

Status map

Same matrix as OK/FAIL. The checked-in run is a full sea of OK.
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perm status heatmap

Matched host vs mean cross-host

For  each  weight  dtype:  train  ms  when  the  act  host  name  matches  the  dtype  (when  that  host
exists) vs the mean of all other hosts. Shows whether "matched" pairing is special or the matrix is
broadly flat.
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perm matched vs cross

Coverage by grid

How many WxA cells are OK / FAIL / GAP on each cube size.

perm coverage

Grid scale (reference pair)
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perm grid scale

Quick start

Needs a local Welvet checkout (replace in go.mod points at ../chaosglue/welvet).

./run.sh                          # dtype + quant + full W×A perm → results.csv

./run.sh -mode dtype              # FormatNone ladder only

./run.sh -mode quant              # packed quants only

./run.sh -mode perm               # W×A matrix only (all grids)

./run.sh -mode perm -grids 1 -warm 0 -iters 1   # fast smoke matrix

./plot_report.sh                  # refresh report/*.png + REPORT.md

./make_pdf.sh                      # README + charts → report/down-the-dem.pdf

Flags: -dim, -layers, -batch, -warm, -iters, -lr, -grids, -csv, -mode.

Repo layout

Path Role

`main.go` / `showcase.go` / `measure.go` Benchmark harness
`run.sh` `go run .` wrapper
`plot_report.py` / `plot_report.sh` Chart + `REPORT.md` generator
`report/` **Tracked** showcase graphs, `REPORT.md`, and `down-

the-dem.pdf`
`make_pdf.sh` README + charts → PDF
`results.csv` Local timed rows (gitignored — regenerate)
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Recap

The graphs are the proof board: same Dense net, three axes (dtype / quant / perm), measured size
+  time.  Demotion  shrinks  payloads;  train  cost  is  a  separate  question;  packed  quant  is  not  the
same as FormatNone; the perm heatmaps show the full cross-numeric matrix trains.

Built  as  a  Welvet  showcase  harness.  Local  go.mod  replace  directives  point  at  sibling  checkouts
under ../chaosglue/.
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